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Neural Networks

Credit: Jeremy Jordan

Juan Luis Gastaldi | Peeking into the AI Language Modeling Black Box 3/28

https://www.jeremyjordan.me/intro-to-neural-networks/


Deep Neural Nets (DNNs)

Credit: Manning & Socher, Stanford CS224n course, 2017
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The Family of DNNs

Credit: https://www.asimovinstitute.org/neural-network-zoo/
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https://www.asimovinstitute.org/neural-network-zoo/


DNNs and Natural Language I

Index Word
… …
535 nearly
536 shares
537 member
538 campaign
539 media
540 needs
541 why
542 house
543 issues
544 costs
545 fire
… …
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DNNs and Natural Language II

Juan Luis Gastaldi | Peeking into the AI Language Modeling Black Box 7/28



DNNs and Natural Language II

Juan Luis Gastaldi | Peeking into the AI Language Modeling Black Box 7/28



Outline

DNNs and Language

Word Embeddings

How Does It Work?

Discussion

Juan Luis Gastaldi | Peeking into the AI Language Modeling Black Box 8/28



Early Neural Language Models

(Bengio et al., 2003)
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Word Embeddings: word2vec

a cat catches a mouse

Credit: Ferrone et al., 2017
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Dense Vector Representations
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Word Embeddings: Similarity

house cosine distance

houses 0.292761

bungalow 0.312144

apartment 0.3371

bedroom 0.350306

townhouse 0.361592

residence 0.380158

mansion 0.394181

farmhouse 0.414243

duplex 0.424206

homes 0.43802

Embedding Projector

DATA

 

Checkpoint: Demo datasets

Metadata: oss_data/word2vec_10000_200d_
labels.tsv

UMAP T-SNE PCA CUSTOM

PCA is approximate. 

Total variance described: 8.5%.
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distance
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palace 0.512

houses 0.513
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parliament 0.595

senate 0.608

royal 0.626
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hotel 0.646

town 0.650
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lords 0.664

tower 0.670
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corner 0.674

chamber 0.676
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building 0.684

street 0.688

 5 tensors found

Word2Vec 10K

 Label by

word
 Color by

No color map

 Edit by

word Tag selection as
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Component #1
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Component #3
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house .*

 by

word

100

BOOKMARKS (1) 

house(https://projector.tensorflow.org)
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Word Embeddings: Analogy

vhouse ´ vcity ` vcountryside « vfarmhouse
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Word Embeddings: Analogy

vking ´ vqueen « vhero ´ vheroine
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cow

bull

woman

man

landlady

landlord

she

he

actress

actor

heroine
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princess
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king

wells

tours

tearing

resources
working

free
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weekly
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progressing
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therapeutic

● Selected pairs of words related by gender

● Random pairs of words
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word2vec PCA projection: Gender
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Word Embeddings: Analogy

vgood ´ vbetter « vsoft ´ vsofter
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● Selected triads of comparatives

● Random triads of words
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word2vec PCA projection: Comparatives
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Embedding Space

Embedding Projector

DATA

 

Checkpoint: Demo datasets

Metadata: oss_data/word2vec_10000_200d_
labels.tsv

UMAP T-SNE PCA CUSTOM

PCA is approximate. 

Total variance described: 8.5%.
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(https://projector.tensorflow.org)

(Mikolov, Sutskever, et al., 2013)

(Hamilton et al., 2016)

(https://nlp.stanford.edu/~johnhew/structural-probe.html)
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Neural LMs Applications to Mathematics

˛ Proof-Oriented

— Bansal et al., 2019; Kaliszyk et al.,

2017.

˛ Object-Oriented

— Blechschmidt and Ernst, 2021;

Charton, 2021; d’Ascoli et al., 2022;

Lample and Charton, 2019; Li et al.,

2021; Ryskina and Knight, 2021

˛ Skill-Oriented

— Brown et al., 2020; Peng et al.,

2021; Shen et al., 2021

˛ Heuristic-Oriented

— Davies et al., 2021

(Alemi et al., 2016)

(Peng et al., 2021)

(Lample and Charton, 2019)

(Davies et al., 2021)
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Attention Mechanism: Transformers

Credit: J. Alammar, The Illustrated Transformer
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https://jalammar.github.io/illustrated-transformer/
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word2vec Models

(Mikolov, Chen, et al., 2013)
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word2vec as Implicit Matrix Factorization

(Levy and Goldberg, 2014)

` “
ř

wPVw

ř

cPVc

#pw, cqp

log σp~w ¨ ~cq ` k ¨ EcN „PD
rlog σp´~w ¨ ~cNqs

q

Where:

~w = vector representation for word w
~c = vector representation for context c

σpxq = 1
1`e´x

k = number of “negative” (arbitrary) samples

cN = arbitrary context sampled from PD

PDpcq = empirical unigram distribution of c in the data D, i.e.
#pcq

|D|
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word2vec as Implicit Matrix Factorization

(Levy and Goldberg, 2014)

` “
ř

wPVw

ř

cPVc

#pw, cqp

log σp~w ¨ ~cq ` k ¨ EcN „PD
rlog σp´~w ¨ ~cNqs

q

B`
Bp~w ¨ ~cq

“ 0

when ~w ¨ ~c “ log
´

#pw,cq¨|D|

#pwq¨#pcq

¯

´ log k

“ PMIpw, cq ´ log k

Additional constraint: ~w and ~c should be low dimensional

There exists an exact solution…
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Singular Value Decomposition (SVD)

M “ UΣV ˚

Where:

M = m ˆ n (real or complex) matrix

U = m ˆ m unitary matrix

Σ = m ˆ n non-negative real rectangular diagonal matrix

V ˚ = conjugate transpose of V , a n ˆ n unitary matrix

In particular:

˛ The columns of U (left singular vectors) are eigenvectors of MM˚

˛ The rows of V ˚ (right singular values) are eigenvectors of M˚M

˛ The non-zero elements of Σ (non-zero singular values) are the square roots

of the non-zero eigenvalues of MM˚ or M˚M
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Singular Value Decomposition (SVD)

M “ UΣV ˚

Credit: Angela Ju
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https://www.linkedin.com/pulse/ml-algorithm-singular-value-decomposition-angela-ju?trk=read_related_article-card_title


Example: Characters in Wikipedia

PMIpw, cq “

log ppw,cq

ppwqppcq

- / 0 1 2 3 4 5 6 7 8 9 = a b c d e f g h i j k l m n o p q r s t u v w x y z –

–

z

y

x

w

v

u

t

s

r

q

p

o

n

m

l

k

j

i

h

g

f

e

d

c

b

a

=

9

8

7

6

5

4

3

2

1

0

/

-

−0.6

−0.4

−0.2

0

0.2

0.4

0.6

Loading [MathJax]/extensions/MathMenu.js
Juan Luis Gastaldi | Peeking into the AI Language Modeling Black Box 22/28

https://www.giannigastaldi.com/assets/graphs/pmi.html


Example: Characters in Wikipedia

U Σ V ˚

d0 d1 d2 d3 d4 d5 d6 d7 d8 d9 d10 d11 d12 d13 d14 d15 d16 d17 d18 d19 d20 d21 d22 d23 d24 d25 d26 d27 d28 d29 d30 d31 d32 d33 d34 d35 d36 d37 d38 d39
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i
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q

r
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t

u

v

w

x

y

z
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Example: Characters in Wikipedia

Left Singular Vectors:
- / 0 1 2 3 4 5 6 7 8 9 = a b c d e f g h i j k l m n o p q r s t u v w x y z

d0

d1

d2

0.4

0.3

0.2
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0.0
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0.3

Right Singular Vectors:
- / 0 1 2 3 4 5 6 7 8 9 = a b c d e f g h i j k l m n o p q r s t u v w x y z
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Generalization

0
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Measure: Frequency Positive PMI
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Discussion

˛ Elementary properties of neural NLP do not depend on the neural nature of

models

˛ There seem to be algebraic structures underlying NL data

˛ Explicit and symbolic representations could be built upon such structures

˛ Such representations could be used to explore the capabilities and limits of

current neural models

˛ They could also provide new interpretability principles and techniques

˛ We need new tools at the interface between algebra and statistics
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